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Introduction 

What do test scores mean? 

If a student scores 60 percent on a Mathematics test this semester compared to 
70 percent last semester, is it necessarily true that performance has "deteriorated"? 
Or, if the student scored 60 percent this semester and 50 percent the previous 
semester, does it mean performance has "improved?" Consider the situation 
where four students A, B, C and D scored 55,60,75 and 80 marks respectively on 
a test they took yesterday. Are we certain that D is more able than C and that B is 
more able than A? Can we say that D is more able than C by the same "amount of 
ability" as B is better than A? This article examines how using raw scores can lead 

to spurious interpretations of student performance and how Grade Equivalents 
do not quite address the problems. It finally discusses how Rasch measures can 

provide a solution. 

lnterpreting Raw Scores 

We often see teachers interpreting test scores on the basis that higher scores mean 
greater ability. Yet nothing is said about the different difficulty levels bf individual 

items on the different tests. In fact, if a student scores 60% on one test and 65% on 
a subsequent test in the same subject, we can only say performance has improved 
if the two tests are either the same test, or if the two tests have been equated. 
Similarly, the height of a child at two different time points can only be compared 
if the height is measured using the same ruler. Of course it does not have to be 
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physically the same ruler - as long as the two rulers used have been similarly 
calibrated. If we measure the height of a boy today using a ruler with one 
centimeter (1 cm) having the length as we know it now, and then we measure his 

height again a year later using a ruler whose 1 cm is two and the half times the 

standard centimeter, the child will appear to have "shrunken", though he has 
actually grown taller. 

Problems with Raw Scores 

If different items have different difficulty levels, then it is obvious that the ability 

required to respond correctly to each item cannot be the same. For example, to 

find the square root of 105 to two decimal places requires greater mathematical 
ability than to find the sum of 2 and 7. But if in a multiple choice test each of these 
items is given a raw score of 1, we are obviously giving them equal weight. Hence, 
when a student takes a harder test in the second semester and scores 45 marks, 
compared to the 60 marks gained on the easier test taken in the first semester, the 
outcome should not be surprising to teachers. To say that the child has "dropped" 
in his performance is to assume that all the test items are of equal difficulty, an 
assumption that is not necessarily true and that may be unfair to the student. 

This problem can also be explained in terms of the general non-linearity of raw 

scores. Five marks between 90 and 95 does not typically represent the same 
amount of ability as five marks from 45 to 50. This may be seen more clearly using 
Fig 1 below, which shows a typical plot of raw scores against ability. It is for a test 
whose scores range from zero to 100. Note that a small portion of the g r ' h  at the 
50 percent mark is a straight line with a positive gradient. As ability increases, the 

Fig. 1. Plot of Raw Score against Ability. 
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raw score also increases. However, although we expect the straight line to continue, 
the graph is forced into a curve because, as a student's ability increases, the score 
cannot go beyond 100. Similarly, as ability decreases for weaker and weaker 
students, the lowest score possible is zero. The resulting graph is a curve and not 
a straight line and that is why we say raw scores are not linear. 

This non-linearity becomes a problem because teachers tend to interpret raw 
scores as if they were linear. Consider a change of five raw score points at two 
different ability levels as shown in the figure. An increase of five raw score points 
at the lower ability level requires an increase of ability by X,, while the same 
increase of five raw score points at the higher ability level requires an increase in 
ability by ** X,. As can be clearly seen from Fig. 1, X, is larger than X,. This is why it 
takes a much bigger effort for a student who has scored 90 marks to stretch it to 
95 marks, compared to the effort required from students wishing to stretch their 
marks from 50 to 55. 

Grade Equivalents 

Earlier attempts at making proper interpretations of test scores and fairer com- 
parisons (fairer decisions about student performance) led to the referencing of test 
scores to norm groups. Today, the grade-equivalents (GE) and percentile ranks 
(PR) are still the most widely used norm-referenced metrics. GE is popularly used 
in American school systems in reporting the status of students' performance at a 
given time point and student growth over time. How was the GE metric con- 
structed? Following, is a brief review of the method described by Peterson, Kolen, 
and Hoover (1989). 

Suppose we wish to determine the GE for a given subject, say, mathematics, 
for primary school (Grades 1 through 6). First, a representative sample of mathe- 
matics items is taken for each of the grade levels and collated into one test that is 
short enough to be taken in one administration. This one test is then administered 
to representative samples of students from Grades 1 through 6, with instructions 
to lower grade students that they are not to guess on difficult items, and to the 
higher grade students that they are to carry on doing their best even if they find 
most of the items too easy. The distributions of raw scores for all the grade levels 
involved are obtained from this test administration. The median raw score of each 
grade level is then assigned a GE equal to the grade level and month of the school 
year that the test was administered. For example, if the test was given in the fifth 
month of the school year, and the median score of the fourth graders was 21, then 
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the raw score of 21 is taken as being equivalent to a GE of 4.5. The GE of all other 
possible raw scores are then obtained through interpolation and extrapolation of 

the plot of GE against raw scores using the available data. 

Problems with Grade Equivalents 

Criticisms of the use of GEs for interpreting student performance are long 
standing (see Flanagan, 1951). Teachers can readily see from the above procedure 

of determining GEs that it is norm-referenced. Norm-referencing gives rise to 
problems of interpreting a student's ability in relation to other students' abilities. 

A weak student will not appear weak if other students taking the test with him 

scored lower than his score. Similarly, a student who fulfills the criterion for an 
A grade can appear to be a failure, if most other students in the cohort scored a few 

marks higher. This means that the measure of a student's ability depends on what 
the other students in the cohort are able to do. This is certainly not acceptable. 
While it may be fine for the purpose of selection or ranking within a given cohort, 
it creates anomalies (and hence unfairness) when grades are awarded based on 
each year's norm which may differ across the years. The same raw score in two 
different years may be awarded different grades due to differences in the cohort's 

overall performance. 

Moreover, the process of establishing the grade equivalents of the test scores 

forces "off-target" testing, as items across multiple grade levels are attempted by 
any given child. This provokes irregular test-taking behaviour. Angoff (1971a, 
1971b, 1984), Thorndike & Hagen (1977), Linn (1981), Reynolds (1981) and 
Reynolds & Wilson (1984) have all raised serious questions about the validity of 

GEs as a scale. By definition, a scale should strictly have its unit of measure con- 
stant, representing the same quantity or amount of the variable it is measuring at 

every point on that scale. For example, 1 cm on a meter rule between the mark- 
ings 88 and 89, should be the same length as 1 cm between the markings 22 and 
23. But is the difference between a child with GE of 4.6 and a child with GE of 4.1 
the same as the difference between a child with GE of 3.8 and one with GE of 3.3? 
From a consideration of the construction of the GE, this is clearly not the case, for 
grade equivalents can vary across tests, across subtests within the same battery, 
across grades and also from one percentile to the next. Berk (1981) has pointed out 
the "consistency of this inconsistency" (p. 137). 

It is also easy for parents as well as teachers to misinterpret the GE. It has 
been common for parents to think that their Grade 3 child, who scored a GE of 
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4.2 on mathematics, should actually be in the second month of Grade 4 for his 
mathematics class. They seem to think that each year a child's GE should increase 
by one unit to be "normal" in his cohort. As Linn (1981) puts it, 

Despite the criticisms, the popularity of these scores continues almost unabated. Much of 

the popularity as well as much of the criticism stems from a common characteristic, namely 

the fact that GEs invite seemingly simple but misleading interpretations. One such inter- 

pretation is that the expected normal growth for a student should be one grade-equivalent 

unit in a year's time (p. 92). 

Rasch Measures 

In his studies, Wright (1967,1977,1984) explained how it is possible to convert raw 
scores into measures so that student performances and abilities can be 
measured on a linear metric. The construction of the model begins with a consi- 
deration of the interaction between a student and an item in, say, a multiple-choice 

test. The probability that the iteni is answered correctly depends on both the 
student's ability level and the difficulty level of the item. The higher the student's 
ability, the higher the probability of getting it right; and the higher the item 
difficulty, the lower the probability that the student will answer it correctly. 

Wright (1977) explains that it is unnecessary to add other parameters such as 
item discrimination, and the guessing parameters into the model. If an item discrim- 
inates negatively between students, meaning that weaker students can answer it 
correctly while more able students get it wrong, then the item seems misfitting. It 
could be a result of item ambiguity. When an analysis indicates that an item is mis- 

fitting, teachers can then check on the item to determine what has gone wrong with 
it and make the necessary modifications. Likewise, when students find an item 
difficult, they are more likely to make a guess at the answer. In other words, guess- 
ing is provoked by item difficulty and is not a parameter in itself. For these reasons 
the Rasch Model considers only the person ability and item dificulty as parameters. 
The Rasch Model, as Wright (1967) explains, results in item--ee person measures and 
person-free item calibrations. What this means is that the measure of a student's 
ability level on a given subject should not depend on the test paper taken. 
Similarly, the measure of how difficult a test item is, is an intrinsic property of that 
item and should not depend on who answers or tries to answer it. 

The idea of an instrument-free person measure and person-free instrument 
calibration is a requirement in all measurement processes. This can again be clearly 
seen if we consider the measurement of a person's height. This should not depend 
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on which meter rule is used in its determination. Likewise, if the same physical ruler 

is used, the height obtained should not depend on who takes the measurement. But 
in school, haven't we often heard students say, "Well, if teacher A sets the test, I will 

pass it. But if teacher B sets it, I know I will fail". This is equivalent to saying that 
how "smart" a pupil is on a given subject, depends on who the tester is! 

Conclusion 

In the testing process, from the construction of items, to the administration and then 

to the interpretation of the results, it is not enough to ensure test validity alone. What 

is equally, if not more important is to use the right metric to make the correct inter- 
pretations about student performance and progress. Raw scores are popular because 
they are easy to use, but teachers need to note that raw scores are not linear, and that 
making interpretations on student performance as if they are linear will lead to 
unjust conclusions. But this does not mean that teachers should despair. The Rasch 
Model now exists to solve these problems. It constructs variables for measurement 
in the social sciences, just as the meter rule and the weighing machine construct the 

variables of length and weight for measurement in the physical sciences. 
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